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Machine vision fails under occlusion

Execution in action

Human agreement and occlusion

We collected a large dataset of 12,000 images where subjects
hold 150 objects. Images were collected of the same hands both
occluded by the object they are holding and unoccluded. Each
hold was natural and subjects were asked to hold each object
many times in different ways. The resulting images show the
brittleness of current computer vision in the face of occlusion:
mild occlusion leads to incorrect hand-pose estimations.
Humans are robust to occlusion
We provide the first human measurements of hand-pose
reconstruction showing that humans are robust to occlusion
misestimating the location of occluded keypoints by roughly the
mechanical error of placing keypoints on an image.

Inter-coder agreement

Occluded keypoint error

Agreement is quite high, around 4 pixels. Occluded keypoint
error is quite low, around 8 pixels. Errors are dominated by the
wrist which does not have a clear anatomical landmark.

Comparison to previous datasets

Human performance and occlusion

Dataset
# of sequences # of frames # of objects
Dexter
7 videos
1,750
N/A
Dexter+Object
6 videos
3,151
1
Ego-Dexter
4 videos
3,194
17
Ours
6,000
12,000
150

PCK for occluded points
Dexter+Object

EgoDexter

Error as a function of occlusion

Human errors do not seem to be correlated well with occlusion,
unlike machine errors shown below.

Ours

The 150 objects in the dataset

OpenPose and Zimmermann and Brox & humans

The 21 keypoints and their occluded/unoccluded status

PCK

Error histogram

Error & occlusion

Neither approach handles occluded keypoints well.
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